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Floating-point numbers and arithmetic error



Sources of Error in Simulation

U(ZE) = Uy, (33) + Eais + galg + Eround

A theory is something nobody
believes, except the person

who made it. An experiment is
something everybody believes,

_except the person who made it. ® Rounding error: Error caused by storing an
i

/Due to floating-point computations

exact value with finite precision in FP storage

formats or doing FP computations

\0 Balance b/w Accuracy vs Cost /

G. Golub and C. F. van Loan, Matrix Computations, 4 Ed, 2013:

“Rounding errors are part of what makes the field of matrix

Albert-Einstein ) computations so challenging”
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Why My Code Gives Different Output

® When?

® How?

v From one run to the other v' Compiler

v From one compiler to another v Compiler options

v From one option to another v' Libraries linked

v From one computer to another v' Multi-threading

Reproducibility Performance
* Produce the same result at any time * Produce a result as fast as possible

* Expect deterministic behaviors * Do whatever is good for speed

* Give up some possible optimizations  Usually, the results are close

C.-S. Zhang, AMSS 3.5



Wake-Up Calls

Intel® Xeon® Processor E5540 - Intel® Xeon® Processor E3-1275

C:\Users\me>test.exe C:\Users\me>test.exe

4.012345678901111 4.012345678902222
C:\Users\me>test.exe C:\Users\me>test.exe
4.012345678901111 4.012345678902222

( intel Look Inside

FP Accuracy & Reproducibility

Intel® C++/Fortran Compiler, Intel® Math Kernel Library and
Intel® Threading Building Blocks

Presenter: Georg Zitzlsberger
Date: 17-09-2014

FP Model

Precise 3525.136841724400 3445.016272216141 3034.082337708471 2608.065832970213
Strict 3525.136841724400 3445.016272216141 3034.082337708471 2608.065832970213

Fast 3525.136841724400 3445.050433013021 3034.789033440240 2609.016046486710

Pressure (psia) at one grid cell for SPE3 benchmark (compiled using Intel® oneAPI 2022)

Q: Can you trust what was produced by your code? Or even by anyone’s code?

C.-S. Zhang, AMSS 3.6



Floating-Point Number Storage

Standard C/MSC - Microprocessor Standards Committee >
Committee

Status Active Standard

PAR Approval 2015-09-03 >

Superseding 754-2008 >

Board Approval 2019-06-13

History Published: 2019-07-22

WORKING GROUP DETAILS

Society IEEE Computer Society >
Standard C/MSC - Microprocessor Standards Committee >
Committ

Working Group 754_WG - Working Group for Floating-Point Arithmetic

IEEE Program Malia Zaman

Contact Malia Zaman >

IEEE 754 single-precision floating-point number

31 30 23 22 0
X XXXXXXXX XXXXXXXXXXXXXXXXXXXXXXX

T T T

sign exponent mantissa

Fraction field, with hidden
leading 1 (normalized)

Number = (—1)82"’_127

where s = 0 for positive numbers, 1 for negative numbers,
e = exponent (between 0 and 255), and

f = mantissa.

C.-S. Zhang, AMSS
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Normal SP Floating-Point Numbers

Reserved for

Decimal Value | Shift-127 Value

INFNAN ~ ———, 1111,1111 255 128
.f* 2 o1t > 0111,1111 127 0

0000,0001 1 126
Reserved for 0.0 ——— 0000,0000 0 N/A

(all bits are 0)

Max number

1-254 anything —
1.1...... 1 * 2 11,1110
255 Zero INF
1 f * D 0000,0000 9 ek _— o
No! Need special
treatment ... \ 0 nonzero subnormal

Overflow
2M28 =~
3.40E38

Min Normal
27 (-126) =
1.18E-38

Q: What do we
do if a number
falls out of this
range?

C.-S. Zhang, AMSS



Subnormal SP Floating-Point Numbers

® Subnormal numbers (or denormals) are useful in filling gaps of floating-point system near zero

® Numbers that are smaller than the smallest normal positive number (consider positive part only)

Subnormal numbers have all zero
\

bits for the exponent (_1 )s X 20-127+1 X 0.f
Q: Why +17? Shift by -126 instead of -127! / \ Cannot add leading-1 anymore:
Reminder: the exponent of the smallest normal fewer bits =» less accurate

The largest possible subnormal number is 0.111...11 x 2-26 < 1.0...0 x 2% =~ 1.18E-38
The smallest possible subnormal number is 0.000...01 x 2-12¢ = 1.40E-45

Some compilers support “flush subnormals to zero” (FTZ)

Caution: Floating-point operations in the subnormal region can be very slow!

C.-S. Zhang, AMSS 3.9



Range of FP Representation

signif. exp. u x,(,‘,%n Jit v
bfloat16 8 8 391 x 1073 9.18 x 10~* 118 x 107 3.39 x 10%
P e e [ s — ]
fp32 24 8 5.96 x 108 140 x 10~% 118 x 10~38 3.40 x 10%
P e vor T
. - g

t = Number of bits in the fractional field + 1
® f{pl6 is likely to overflow / underflow; bfloat16 has low precision.
® We can ignore the small numbers (underflow); but the real problem is: how to handle
the large numbers? For low-precision FP systems, need to scale the problem first.

® [EEE-754 rounding rules: round to nearest, ties to even.

C.-S. Zhang, AMSS



Precision of Floating-Point System

Precision describes the “accuracy” or “resolution” of numbers that a floating-point system is able to

represent. It 1s typically expressed in terms of the number of significant digits, namely t.
® Machine epsilon is the gap between 1 and the next larger representable floating-point number

1.0+e>1.0 P Edouble := 2%~ 2.2204 x 107'°,  eginge =272 ~ 1.1921 x 1077

® Unit round-off (often denoted as 1) refers to the upper bound on the relative error caused by

rounding when performing a basic floating-point operation:

= Floating-point storage: fl(z) =z(1+9), [§| <wu

| fl(z op y) — (x op ¥)|
|z op ¥

» Floating-point arithmetic: <u

3.11
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Rounding Errors

® (: How big is the unit round-off / machine epsilon in a floating-point system?

® [ct [ be the base (2 for binary numbers) and let t be the number of digits (bits) in the significand.

‘ u = %’31—’3 = 2~t for binary numbers

‘ u=¢g/2 ‘ e=pit

® Some Remarks:

= There 1s usually no essential meaning to figure out the exact constant in front of machine epsilon

and/or unit round-off,

= [n practice and in many publications, the terms “machine epsilon £ and “unit round-off ©” are

often used interchangeably.

C.-S. Zhang, AMSS 3.12



Examples of FP Arithmetic

® Note: Associative property of addition does NOT hold in FP!
=2 t=24, u=2"%
‘ fU(fl1+27%)—-1) =0  and FU(FI(1—1) +2725) = 2725

® C(Catastrophic cancellation in FP:

=10, t=4 Roundhalfup ((UETN) Relative error

( £1(1.2345) = 1.235, £1(1.2343) = 1.234 Storage: <1073

) <

| f1(1.2345) — f1(1.2343) = 0.001 Computation: ~ 400%

fle+n)— fz)

® Be careful in numerical methods, for example: f'(z) ~ .

C.-S. Zhang, AMSS 3.13



Comparison: Double vs Single Precisions

1 — cos(x)
2

Compute: f(x) =
X

>>> X = 5e-4
>>> print((1 - np.cos(x))/np.pow(x,2))
0.49999998941174795
>>> xs = np.float32(5e-4)
>>> print((1 - np.cos(xs))/np.pow(xs,2))
0.4768371

>>> X = le-4

>>> print((1 - np.cos(x))/np.pow(x,2))
0.4999999969612645

>>> xs = np.float32(1le-4)

>>> print((1 - np.cos(xs))/np.pow(xs,2))
0.0

™

@ python

cos(z + h) — cos(x)
h

Approximate: cos’(z) ~

>>> h = 1le-6

>>> print((np.cos(np.pi/2+h)-np.cos(np.pi/2))/h)
-0.9999999999175667

>>> h = 1e-8

>>> print((np.cos(np.pi/2+h)-np.cos(np.pi/2))/h)
-0.999999993922529

>>> hs = np.float32(1le-6)
>>> print((np.cos(np.pi/2+hs)-np.cos(np.pi/2))/hs)
-0.9973857712212236

>>> hs = np.float32(1le-8)

>>> print((np.cos(np.pi/2+hs)-np.cos(np.pi/2))/hs)

A

-4.371138861362497

C.-S. Zhang, AMSS
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Effects of Floating-Point Arithmetic

® We are doing floating-point calculations =» Nothing is “exact”
fllfxopy)=(zopy)(1+4), [§]<u
® Compiler options (FP model) might be doing something for you, under the hood!

» Reassociation: (a+b)+c=>»a+(b+c)

» Division to multiplication: a/b=» a* (1/Db)

= Zero folding: a+0=>» a,a* 0=> 0 (Attention: But “a” might be INF or NaN)
= Math functions: sin(a), log(a), ... (No international standard on these functions)
= Handel subnormal FP numbers and underflow (flush to zero or not)

= Utilize fused multiply-add (FMA) units or not

= Different code paths (SIMD or non-SIMD, AVX2 v.s. SSE)

® Takeaway Message: FP error analysis should be better done ahead of time!

C.-S. Zhang, AMSS
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Error Analysis for Inner Product

p
Define partial sum: S, 1= fl (Z Zlfk%) , p=1,...,n
k=1

s1=x1y1(1+61), |01 <w

Sp = fl(sp—l T fl(xpyp)) = (Sp—l + 2pyp(1l + 5p))<1 +ep)

. e1=0, [0p <u, lep| <u, p=2,...,n

p p
Sp = Z TrYk(1 + Ok p), 146k, = (14 k) H(l +€5) Ok p 18 the accumulated perturbation
=k

k=1 J of the k-th product in s,

Takingp =n mmp flx'y) =s, = Zwkyk(l + Ok,n)
k=1

C.-S. Zhang, AMSS 3 . 1 6



Higham’s Lemma

n

H(l +6;) =1+ 0, Another useful and simple bound can be
=1 written roughly as
If|6;] <u,i=1:n and nu<1 and 10| < nu + O(u?)
‘ 6,,] < ne  _. - if we 1gnore the dependence on n for higher
L= nu order terms.

Error bounds for inner product: Exercise

(

) fila"y) ~a"y| < nulal"ly| +0(u?)

|fl(wTy) — mTy‘ < Z |xkyk| |‘9k,n| < 7n|w|T|y| ‘ <
k=1

| |fia"y) ~ 2"y < Cnulz|"|y
I

C.-S. Zhang, AMSS 3.17



Running Error Analysis

® Standard inner product
s =10

fortr=1:n }
§ =8+ T;Yy;

end
® [nner product with running error
s=u=>0

fortr=1:n

Z = T;Yi 4
S=8+2

po=p+|s|+ 2|
end

e=uUl

Siil - 2 :g’i(l""gz)a |5z‘ <u
pi =38, — (8im1 + 2i) = —€i84,  |pi| < ul84]
T, — 22 — Ry = 1) 2’5’7 |7Tz| S ’U,|21|

€ = €1+ pi + T
ei| < lei—1| + u|8;| + ul2

ei| <uwpg,  pp = -1+ |5 + |2

en| < U iy

C.-S. Zhang, AMSS
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Blocked Algorithms

Y = nu + O(u?)

® Simple summation (forward error analysis)

T, A T
S=x Y= Ty, — |s—3§|< z|” |y
i=1
Algorithm 4: Blocked summation method

1 |%% Given two vectors z,y€R"™, n=kxb, and s=0.0;
2 |for t=1:k%
3 iend « i xb;
1 istantisiiend S +Tl; Note: The algorithm does NOT reduce the
5 s; <{z(istart:iend)” y(istart:iend); number of calculations; but it reduces error
6 S {8+ 8;; accumulation.
7 | end

. . ~ n T

® Blocked summation improves accuracy |s — §| < A + k) ulz| |yl

C.-S. Zhang, AMSS 3.19



Further Improvement on Inner Product

® Pairwise or blocked summation does not reduce the total number of additions. The idea is to reduce

the length of each dependent accumulation chain and hence the error-growth depth.
® Using hardware: Fused Multiply-Add (FMA)
No FMA: fl(a: + yz) = (m + yz(l + 51))(1 + 52), |51|, |52| <u

with FMA: fl(x +yz) = (z+y2)(1+6), |6 <wu

Not only faster in computation

Local first-order bound changes from approximately 2u to u
® A more advanced algorithm (FABsum) can give error bound independent of n to first order.

Ref: Blanchard, Pierre, Nicholas John Higham and Théo Mary. “A Class of Fast and Accurate
Summation Algorithms.” SIAM J. Sci. Comput. 42 (2020): A1541-A1557.

3.20
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Matrix-Vector Multiplication

® Matrix-vector multiplication =» vector-vector multiplication

Mv1 - [ } i Mv2 ['} = o|ff| T
— =n o
1 L
The row vectors of 4 are multiplied by a vector x The product Ax is a linear combination of the
and become the three dot-product elements of Ax. column vectors of A.
1 2 %, (x1+2x,) e 1 2 X 1 2
Ax=3 4[] = |Gx: +4x;) x=13 4[|, |=x(3]|+x;|4
5 6 (57 + 6x3) 5 6 5 6

Architecture =» Ordering =» Data Structure =» Algorithm

Source: Kenji Hiranabe, https://github.com/kenjihiranabe/The-Art-of-Linear-Algebra/, 2022

C.-S. Zhang, AMSS 3.21
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Challenges in Low-Precision FP

® Smaller range of representable numbers
= Limited range of lower precision FP might cause overflow
= Rounding to lower precision may lose important numerical properties (e.g., positive definiteness)
= Matrix balancing for preprocessing
® Larger unit round-off
» Lose precision when storing: fl(x) = x(1+96), |6| <u
» Lose precision when computing: fl(x opy) = (xopy)(1+6), |6| < u
® Error bounds still apply?
= Error bound in terms of nu provides no useful information if nu > 1
= Developing new techniques and error estimates:
v" Scaling and shifting approach [Higham, Pranesh, 2019]
v" Probabilistic approach [Higham, Mary, 2019; Higham, Mary, 2020]

C.-S. Zhang, AMSS 3.22



Working With Mixed Precisions

® Compute matrix-vector multiplications in finite precision (forward error):
fl(Ax) = Ax + 6, |0] < vn|A||lx]
® Compute residual in finite precision (forward error):
fi(b— Az) =b— Az 45, 3] < 1 (1b] + [ All]
® Pessimistic bounds! Improvement using probabilistic error bounds, ...

® (: How about working on two-precision computation?

First compute residual in one precision u and then store it in another precision u

flb— Az) =b— Az +6, |5 <ulb— Az|+ (1+ u|b| +|Allz)

Why? #=fl,(F)=7(1+0), [0|<u p F—r=71+60)—r(1+0)+60r=0r+(1+06)e

C.-S. Zhang, AMSS 3.23



Matrix Balancing

\V/AECTLXTZ ~ _

D™ 'AD =ei,...,¢c,] =

(]

lesl] = llrdll, i=1:n

® Matrix balancing is a crucial
preprocessing technique with
significant practical importance

® Bit-shifting: powers-of-two scaling
1s exact in binary FP arithmetic

(within the normal exponent range)

foriin range(n):

row_norm = sum(abs(A_work[i,j]) for j in range(n) if j =)
col_norm = sum(abs(A_work[j,i]) for j in range(n) if j !=i)

if row_norm > 1e-12 and col_norm > le-12:

theoretical factor = np.sgrt(row_norm / col_norm)

bounded_factor = max(0.5, min(2.0, theoretical factor))

exponent = np.round(np.log2(bounded_factor))
actual_factor = 2.0 ** exponent

C.-S. Zhang, AMSS
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Intel® Compilers

Get the Intel® oneAPI Base Toolkit

Download

Get Your System Ready

Packages @ |nte|® OneAPl Base TOOlklt Check that you have the supported hardware and that your system

meets the minimum requirements to install the HPC Kit.

® T ® 1
Intel” oneAPI Base Toolkit Intel® C++ Essentials The Intel® oneAPI Base Toolkit (Base Kit) is a core set of tools and libraries for developing high-performance, data-centric *73ystem Requirements
applications across diverse architectures. It features an industry-leading C++ compiler that implements SYCL*, an evolution
of C++ for heterogeneous computing.

Intel® Deep Learning Essentials

Choose a Version

Operating System @ 2025.3.1 7
Linux* ‘ Windows* ‘
) Size 243234 MB

Version 2025.3.1
Installer Type @

TR Date January 22,2026
Offline Installer ‘ Online Installer

SHA384 8c9c64f68b3810f709b0bb159fc563c697cdc1eea704c6260e7009384e0859ad45be639e8883ffbff8d4219 Download the HPC Kit
f585e0e35 After downloading, follow the Get Started Guide to configure your
system and run your first sample.
Whatsiincluceg Intel® oneAPI Base Toolkit (version 2025.3.1) has been updated to include functional and security updates. Users should

update to the latest version.

Intel® oneAPI DPC++/C++ Compiler
Intel® DPC++ Compatibility Tool

Intel® Distribution for GDB*

Intel® oneAPI DPC++ Library (oneDPL)
Intel® oneAPI Threading Building Blocks (oneTBB) Continue as a Guest (download starts immediately) —
Intel® oneAPI Math Kernel Library (oneMKL) By downloading, you agree to our Privacy and Terms of use
Intel® oneAPI Deep Neural Network Library (oneDNN)

Intel® oneAPI Data Analytics Library (oneDAL)

Intel® oneAPI Collective Communications Library (oneCCL) v Install with an Offline GUI Installer
Intel® Integrated Performance Primitives

Next Steps
« Intel® Cryptography Primitives Library ) i
« Intel® Advisor v Install through a Command Line Access samples or run your own workloads with the help of tutorials
and training.
 Intel® VTune™ Profiler
¥ Configure a Windows System After Installation % BUTHEG Coda with OpeniiR
¥ Run Sample Code to Verify Installation .
e Intel oneAPI Programming Guide

C.-S. Zhang, AMSS 3.25



FP Accuracy and Reproducibility

Consistency of Floating-Point Results using the Intel® Compiler

or
Why doesn’t my application always give the same answer?

Dr. Martyn J. Corden
David Kreitzer

Software Services Group
Intel Corporation

2018 Version

Introduction

Binary floating-point [FP] representations of most real numbers are inexact and
there is an inherent uncertainty in the result of most calculations involving
floating-point numbers. Programmers of floating-point applications typically
have the following objectives:
e Accuracy
o Produce results that are “close” to the result of the exact
calculation
= Usually measured in fractional error, or sometimes “units in
the last place” (ulp).
e Reproducibility
o Produce consistent results:
= From one run to the next;
= From one set of build options to another;
= From one compiler to another
* From one processor or operating system to another
e Performance
o Produce an application that runs as fast as possible

These objectives usually conflict! However, good programming practices and
judicious use of compiler options allow you to control the tradeoffs.

Use /fp:precise /fp:source (Windows*) or -fp-model precise -fp-
model source (Linux*) to improve the consistency and reproducibility
of FP results while limiting the impact on performance.

If reproducibility between different processor types of the same
architecture is important, include /Qimf-arch-consistency:true
(Windows) or -fimf-arch-consistency=true (Linux).

For best reproducibility between processors that support fused multiply-
add (FMA) instructions and processors that do not, include /Qfma-
(Windows) or -no-fma (Linux).

For version 17 or later of the compiler, the best reproducibility may be
obtained with the single switch /fp:consistent (Windows) or -fp-model

consistent (Linux), which sets the above options.

Ref: https://www.intel.com/content/www/us/en/developer/articles/technical/consistency-of-floating-point-results-using-the-intel-compiler.html

C.-S. Zhang, AMSS
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FP Model for Intel® Compilers

precise * Allow value-safe optimizations only

source * Specify the intermediate precision used for FP expression evaluation
except * Enable strict floating point exception semantics

strict * Enable access to the FPU environment

* Disable floating point contractions such as fused multiply-add instructions
* Imply “precise” and “except”

fast[=1] (default) <« Allow value-unsafe optimizations compiler chooses precision for expression evaluation
* Floating-point exception semantics not enforced
* Access to the FPU environment not allowed
* Floating-point contractions are allowed

fast=2 * Additional approximations allowed

strict Source: Georg
) Zitzlsberger,
FP precision & repr ibili Intel, 2014

C.-S. Zhang, AMSS 3.27



An Example of FP Option

® A loop can be auto-vectorized (requires partial sum — reordering i1s done under the hood)
for (int 1= 0; 1 <n; 1++ ) sum = sum + x[1]*x][1];

® [f you compile with —fp-model precise or —fp-model consistent, the loops are not auto-vectorized

remark #1533 1: loop was not vectorized: precise FP model implied by the
command line or a directive prevents vectorization.

® But you can do it by hand by adding OpenMP directives (for instance)
#pragma omp simd reduction(+:sum)
for (int 1= 0; 1 <n; 1++ ) sum = sum + x[1]*x][1];

remark #15301: OpenMP SIMD LOOP WAS VECTORIZED

C.-S. Zhang, AMSS 3.28
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Condition number and ill-conditioned problems




Condition of Function Evaluation

® Function Evaluation (FE): Evaluating a function at x, namely, f(x)
® (: How sensitive is function evaluation w.r.t. perturbations? =» Condition of FE

® Error Analysis:

= Forward error:

= Backward error:

s flo+ox)~ f(z) + f'(x)5r W f—fx~f(2)0r WY |5y~ |f (2)]|oz]

I

Error amplifier

C.-S. Zhang, AMSS 3.30



Backward and Forward Error Analysis

Error Analysis Input Output

T e exact
N

Backward error
What problem did we solve

actually? Can we trust it?

-0 y = f(z)

Forward error
How accurate 1s the solution? But

we don’t have the true solution.

T+ Azx ‘3'

Remark (Mixed forward-backward error)

In some cases, we might be interested in a more involved relation:

J+ Ay = f(z +Azx), |Ay|l<Lely|, |Az|<nz|

C.-S. Zhang, AMSS 3.31



Backward and Forward Errors

Forward Error < Condition Number X Backward Error

Some remarks:

® [arge condition number usually indicates that the
problem is ill-conditioned.

® For well-conditioned problems, backward stability of
numerical methods implies forward stability.

® Even if the numerical method is backward stable, 1t

James Wilkinson, 1970 Turing Award for .
his research in NA to facilitate the use of can tell that the trouble 1s caused by the problem itself,

could still yield a large forward error; In this case, we

the digital computer, work in computations
in LA and backward error analysis.

instead of the numerical method.

C.-S. Zhang, AMSS 3.32



Measuring Sensitivity, Revisited

® Now consider relative errors instead of absolute errors

: . lof ()l [l Condition
Oof i =f—f, ox:=xc—2 lim sup '
f=i=t = IR ool M@ | mumber
® Special Example: condition number of a linear system Ax = b
B G O G (B [
b,0b#0  ||6b|| |A=1b|| b0 |[0b]] b0 ||[A1D|
A=16b A
= max | | max |Az| = [|[A7H||A]] = k(A)

oz ob] w20 ]

® Condition number 1s crucial to the accuracy of finite-precision linear solvers; understanding it i1s

essential in numerical linear algebra -- it tells you whether computational results can be trusted!

C.-S. Zhang, AMSS 3.33



Condition Number, Revisited

It is characteristic of ill-conditioned ® For an invertible square matrix, the condition number is
sets of equations that small percentage

errors in the coefficients given may Kp (A) = ||A|| D ||A_1 ||p
lead to large percentage errors in the

solution ® Usually, we use the spectral norm

Il = (p(AT )

A)
A) = ||A A—l _ 01( . .
ko(A) == ||Afl2 || 2 on(A) if A nonsingular
A) =
K2 (A) ming [y (A)] if A normal
. k2(Q) =1 if Q unitary
Alan Turing, Rounding-off errors in -
matrix process, 1948 ko(A) = ko(UA) = k2(AU)  if U is unitary

C.-S. Zhang, AMSS 3.34



Backward Error of Linear System Solver

Theorem 3.1 (Normwise Backward Error of A Linear System)

Let 7(y) := min{e :

Then we have

Sketch of proof:
a Show that the
RHS 1s always

less than or equal

ton(y).

[l

n(y) = , Ti=
IE| [yl + || £l
eLetz = ” ||2-)zH'u 1
| E][yl
Set AA, = rz
[ E [yl + [I£1]
£
Abmin = — r
[E [yl + [ £

(A+Ad)y =b+ Ab, [[AA]| <e|F|, [[Ab]l <ellfll}

b— Ay
(A‘|‘AAmin)y
IE]] ly
LN [F 1 Tyl + 1]
R L 1/
[F[ ly + £
:b+Abmin

C.-S. Zhang, AMSS
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Forward Error of Linear System Solver

Theorem 3.2 (Sensitivity Analysis of Linear Solver)

Consider linear systems: Ax =b, AeR"*™, 0#beR"

(A+AAy =b+Ab, AAcR™™ AbecR"

a4l llad] _
If <, <e d:=¢€k(A) <1 , then we have:
Al el ~
lyll _ 149 ly —=ll _ 2
A + AA is non-singular and ‘ < k(A)
° ol =10 lel| ~1-46

Example (Perturbation on RHS):

Lo ! 0 v =]
0 10—6] 10—6] [10—6] > < Ehioo(A)
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Proof of Sensitivity Analysis

© 424 <A a4 <A A =6 <1
‘ A+ AA is nonsingular Inverse of Perturbed Matrix (Theorem 2.11)

© rAa'AAy=xz+AAb

)yl < ||+ ATAA)TY(Jlz] + AT Ab])

< ﬁ(”w” + ||A_1||||Ab||) < %6”:13“ Inverse of Perturbed Matrix

© v-=z-A"Mb-4A4y ) |y—z| <c|A ]+l AT Al Y]

ly —=| ( IB] ||y||) 2e
‘ <ek(A + =] < k(A) Exercise
. [Allfl| ~ Jlel|/ — 10
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I1I-Conditioned Systems

Suppose that the computed solution is the exact solution of the following perturbed equation:

(A+E)z=b+e, |[Elo <ullAloo; [l€floc<ullbllo

Using Theorem 3.2, we can estimate the error of linear solution

A

1
< —
UKoo(A) < 5

If the system is ill-conditioned, ux..(A) ~ 1, then the relative error could be very large.

In such cases, solving the linear system is sensitive to floating-point error; so we should not blame

numerical methods alone if the quality of the solution is not satisfactory.

We will further discuss stability of numerical methods in later chapters.
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Some Remarks on Condition Numbers

® Some properties of condition number for nonsingular matrix A € R™*"
= Lower bound: k(A) = ||A]| ||]A™*|| > []JAA™}|| =1 for induced norms
= Inversion & scaling:  k(A) = k(A ) k(aA) =k(A), a#0

® Some other useful condition-number-like terms:
A Al

|| oo

cond(A) == ||[A7]A]]| cond(A, x) :
cond(A, ) < cond(A) < Ko (A)

® Key Takeaways: (1) A small residual does not guarantee a small error when the condition number
is large; (2) Even a stable algorithm can produce inaccurate results for an ill-conditioned problem;

3) Improving conditioning through preconditioning can accelerate iterative convergence.
p g g gnp g g
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A Simple Example

® Five-point finite difference stencil for the Poisson’s equation on a unit square (Dirichlet boundary)

import numpy as np
from scipy.sparse import diags, eye, kron

n = 100 # T ERIAIEERIE = 2

h=10/ (n+ 1)

T = diags([-np.ones(n-1), 2xnp.ones(n), -np.ones(n-1)],
offsets=[-1, 0, 1], format="csr")

I = eye(n, format="csr")

A = (kron(I, T, format="csr") + kron(T, I, format="csr")) / hxkx2

1
A= (LOT+TOL).

® (Condition number will increase when h 1s getting smaller

® Note: Diagonal preconditioning does not work in this case
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Iterative Refinement Methods

® Sometimes, the condition number of a linear system could be very large.

® Solvers might not be able to give a solution as accurate as we need them to provide; This has been
noticed long ago (Wilkinson 1948), but using high-precision is costly.

® One can improve accuracy iteratively using the 3-precision iterative refinement (IR) method:

Algorithm 1: General iterative refinement algorithm

—
o\®
o\

Given a nonsingular matrix AeR™*™, beR", and an initial guess zg € R"?;

%% Set three precisions ur < U < U for residual, work, and solve, respectively;
for 2 = 0 : MaxIter or converged

Compute 7; < b— Axz; in precision u,;

Solve the error equation Ae; =7; in precision wuy;

Update z;41 <« x; +e; in precision u;

N O Ot s W N

end
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Accuracy of IR Methods

Theorem 3.3 (Carson and Higham, 2018)

The limiting accuracy depends on the
residual and work precisions, but does not
depend on the solve precision, the initial
guess, or how the system (Line 5) is solved.

=3

u + 4pcond(A, x) u,

A R

Convergence factor

¢; := & + 2min (cond(A), Koo (A),u,i)w

is sufficiently small

4 |€; — €il|oo
% el
Ly = 1A — #i)llo _
1 T A _—
L [A]loo |2 — |00

Condition number

cond(A) := H|A_1| |A|Hoo

A 4l
||

cond(A,x) < cond(A) < Keo(A)

cond(A, x) :

Maximum nnz

in any row of
the equation
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Different Versions of IR

® Traditional IR methods for old hardware (some old computers can compute residual using higher
precision than working precision without extra work)
® Mono-precision IR methods: focus on improving stability

® IR methods with low-precision solvers: emphasize efficiency and energy consumption

Advances in Mixed Precision Algorithms: 2021 Edition Mixed pl'eCiSiOll algOI'itth in

numerical linear algebra
by the ECP Multiprecision Effort Team (Lead: Hartwig Anzt)
Nicholas J. Higham

Ahmad Abdelfattah, Hartwig Anzt, Alan Ayala, Erik G. Boman, Erin Car-
Department of Mathematics, University of Manchester,

son, Sebastien Cayrols, Terry Cojean, Jack Dongarra, Rob Falgout, Mark

Gates, Thomas Griitzmacher, Nicholas J. Higham, Scott E. Kruger, Sherry Manchester, M13 9PL, UK

Li, Neil Lindquist, Yang Liu, Jennifer Loe, Piotr Luszczek, Pratik Nayak, nick.higham@manchester.ac.uk
Daniel Osei-Kuffuor, Sri Pranesh, Sivasankaran Rajamanickam, Tobias

Ribizel, Barry Smith, Kasia Swirydowicz, Stephen Thomas, Stanimire Theo Mary

Tomov, Yaohung M. Tsai, Ichi Yamazaki, Urike Meier Yang Sorb Université. CNRS. LIP6
orbonne Université, , ,

Paris, F-75005, France
August 21, 2021 theo.mary@lip6. fr

C.-S. Zhang, AMSS 3.44



Example: LU-IR Method

Algorithm 2: LU-IR method

(=

© 0 N O O

o
o®

Given a nonsingular matrix A€ R™ ™ and beR";

%% Set three precisions u, <u < u¢ for residual, work,
Compute the factorization A= LU in precision wuy;
Solve LUzo =0b by substitution in precision wuy;

for ¢ = 0 : MaxIter or converged

Compute 7; < b— Az, in precision u,;

Solve LUe; =r; by substitution in precision wuy;
Update z;41 < ; +€;, in precision wu;

end

and solve,

respectively;

3-precision

® The Carson—Higham theorem can be applied to this method

® LU factorization only needs to be computed once for each coefficient matrix

® [ css stable but faster factorization methods can be used to improve efficiency (e.g. in SuperLU and

PARDISO) [Li and Demmel 1998; Arioli, Duff, Gratton, and Pralet 2007]
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Example: GMRES-IR Method

Algorithm 3: Preconditioned GMRES-IR method

1 %% Given a nonsingular matrix Ae€eR™*™ and beR";

2 |%% Set five precisions ur,Ug,Up,U,U¢ for different purposes;

3 | Compute the factorization A= LU in precision wuy;

4 |Solve LUxzo =b by substitution in precision wy;

5 |for ¢ = 0 : MaxIter or converged

6 Compute 7r; < b— Az; in precision wu,;

7 Solve Ae; =7; by PGMRES in precision uy;

8 In PGMRES, preconditioner U 'L™' applied in precision wuy;

9 Update Zi+1 «<— i +e; in precision u;

10 | end S-precision

If x(A)?uf(uy + k(A)up) is small, GMRES-IR will converge till

€; — €;f|oo L —
Ae; =1, | | = fu=¢ <1 ‘ |2 = zloo S u+4pcond(A, z)u,
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Accuracy of IR Methods

€; ‘ | 'ul(PO) | | 0,u

100 F-mmmmm e 10°
(Ca=ac)
N oo

ezl
5 10'52@/@ 1077
10y & ¢

10710 10710 10710
0 5 10 15 0 5 10 15 0 5 10 15

refinement step refinement step ¢ refinement step

Test 1: gallery(’randsvd’,100,1e7,3).

€; /11500) GZ’U,

QO e i Gt

Bg
10°

0L . ‘ : . I ool A : |
0 5 10 15 0 5 10 15 0 5 10 15
refinement step ¢ refinement step ¢ refinement step

10

Test 2: gallery(’randsvd’,100,1e8,3).

(ur7ug7up7u7u£) — (2—537 2—247 2—53’ 2—24, 2—24)

GMRES-IR shows advantages
compared with LU-IR in
practice

GMRES-IR is used in HPL-AI
One can also use GMRES for
the original equation instead of
the error equation

One can use low precision for

GMRES iterations

Source: Erin Carson and Nicholas J. Higham. “A New Analysis of Iterative Refinement and Its Application to Accurate Solution of Ill-Conditioned

Sparse Linear Systems”. SIAM Journal on Scientific Computing 2017 39:6, A2834-A2856
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MP Methods for Sparse Problems

® More difficult to predict speedups of MP iterative methods for sparse matrices.

® [ U factorization of a sparse matrix:
= Sparsity-based reordering and symbolic analysis mainly operate on graph and index data, so reducing
floating-point precision offers little direct speedup in these phases.
= Numerical factorization can generate tiny fill entries that propagate through subsequent elimination steps.
= Even if all nonzero matrix entries are scaled into the normal range of single precision, subnormal numbers
may still arise during factorization, potentially affecting performance depending on the arithmetic precision
and hardware.

® Reminder: On some hardware, operations involving subnormal numbers can be much slower than

those involving normal numbers.

Ref: Zounon M, Higham NJ, Lucas C, Tisseur F. “Performance impact of precision reduction in sparse linear systems solvers”. Peer J] Computer
Science 2022, 8:¢778
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Reading and Thinking

Acta Numerica (2022), pp. 347414 Printed in the United Kingdom : . _
doi:10.1017/S0962492922000022 Did you have trouble with floating-

point precision related problems?
Mixed precision algorithms in

numerical linear algebra

Did you have trouble reaching the
desired accuracy?

Nicholas J. Higham What was the reason? How did you
Department of Mathematics, University of Manchester, .
Manchester, M13 9PL, UK handle them

E-mail: nick.higham@manchester.ac.uk

Are the solvers or other algorithms

Theo Mary you use numerically stable?

Sorbonne Université, CNRS, LIP6,
Paris, F-75005, France
E-mail: theo.mary@lip6.fr somewhere in your code?

Can you use mixed precision
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Basic tools of matrix computation
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Orthogonalization

® The goal of orthogonalization:
To transform a set of linearly independent vectors (which may not be orthogonal and could have very small
angles between them) into a new set of vectors that are mutually orthogonal, while ensuring this new set can
span the same vector space as the original set.
® Orthogonality offers several important advantages:
= Simplified computations: Orthogonal bases simplify orthogonal projections (see §2.2) and the computation
of expansion coefficients, for example.
= Numerical stability: Orthogonal transformations preserve the 2-norm and therefore do not amplify existing
perturbations in that norm, a property that underpins the numerical stability of many algorithms.
= Broad applicability: Orthogonal bases and transformations play central roles in QR factorization, eigenvalue

algorithms, signal processing, and principal component analysis.

C.-S. Zhang, AMSS 3.51



QR Decomposition

QR decomposition (QR factorization) factors a matrix into the product of an orthogonal matrix and
: : m
an upper triangular matrix: v

ITo 1'?
FOI' A c Rmxn (m Z ’I’L) ?agont @
20th

entury
‘ A=QR, @QeR™ ™ isorthogonal and R € R™*" is upper trapezoidal =

|
(111}

® Three standard tools for the QR decomposition:
» Gram—Schmidt orthogonalization: Construct orthonormal vectors column by column. Simple concept, but
numerically unstable in floating-point computation;
= Householder reflections: Use successive orthogonal reflection transformations to zero out subdiagonal
entries (industry standard, good numerical stability);
= Givens rotations: Apply plane rotations to eliminate individual non-zero entries (convenient for sparse

matrices and updating QR after small matrix changes).
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Properties of QR Decomposition

Theorem 3.4
If A € R™ ™ has full column-rank and A = QR is a QR decomposition, then

span{ai,...,ar} =span{q,...,q.}, k=1:n
Let Q1:=Q(1:m,1:n)and Q2=Q(1: m,n+1:m). Then

1

range(A) = range(Q1), range(A)— = range(Q2)

Remarks:

e A has full column-rank, so dim(span{a,...,ax}) =k

e A=0Q1R;, R;i:=R(l:n,1:n) Reduced QR decomposition

k
0 arp = Zriqu' € span{q,...,q}, k=1:n ‘ span{ai,...,ar} C span{qy, ...
i=1

7qkz}
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Reduced QR decomposition

Theorem 3.5 (Reduced QR)

If A € R™ ™ has full column-rank, the reduced QR decomposition A = Q4R is unique, where

Q1 € R™*™ has orthonormal columns, R; € R™*" is upper triangular with positive diagonals

Moreover, we have

Ri=G and GG =ATA, G isthe upper Cholesky factor of AT A

Remarks:
o ATA = (Q1R1)"(Q1R1) = R{ R,

e For SPD, the Cholesky factorization is unique and diagonal entries of G are positive. Hence, Q1 =
AR71 is also unique.

Q: Can we find the reduced/thin QR decomposition without knowing the full decomposition?
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Gram—Schmidt Orthogonalization

® Assume q; = a4/||a||, and that a, is linearly independent of q4 ‘ Wo = Ao — r12q,

® Enforce the orthogonality condition
0=(qy,w2) = (qy,a2) — 12 ‘ ri2 = (q1,a2)
® Normalize the remaining component:
ro2 = ||lwall2, gy = wa/T22

® Applying this procedure successively to the columns of a full-column-rank matrix A € R"™*"  with

m = n, yields the thin QR factorization

A=QR, QeR™" ReR™"
where QT Q = I,, and R is upper triangular. Only n orthonormal vectors are constructed; no extension

to a full basis of 1s needed.
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Classical Gram—Schmidt Method

® Orthogonalization

{ai,az,...,a;_1} E—) {g1,95,---,9;_1}  Orthonormal
Add a new vector a; > q; =7

® (lassical G-S:

T, 3 wj:a’j_zrijqi

ri; = q; a; =1
> i=1:7—-1 ) <
W; =w; —Tijq; H H
) q; w; =g; a; — 1 =0

rij = l|w;ll2 " t=1:7-1

_ Wy
q; = a Known to be NOT stable!
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Modified Gram—Schmidt Method

® Orthogonalization

{ai,az,...,a;_1} E—) {g1,95,---,9;_1}  Orthonormal
Add a new vector a; > q; =7

® Modified G-S:

w; = ay ~ j—1
H h Ww; =a; — Zrijqi

Tij = d; Wy i=1

o > i=1:-1 oy <
’UJijj—’l“w H H

z y q;, W; =4q; a; —Tiyj =
rij = [lw;ll2 _ 1=1:7—-1
Ty (I - Q;-1Q;"1)a;
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QR Decomposition via Householder

® Use Householder transforms

X

X
X
X

X

X
X
X

X

X
X
X

X

X
X
X

<ok X X

S o o X

S o X A
<ok XK A

S o o X

S o XK X
S K XK A

Q' = HsH,H,

Key: Product of
orthogonal matrices
remains orthogonal

® Householder reflections provide a stable and efficient method to compute the QR decomposition.

® Computational complexity: Full QR ~ 2m?n — §n3; Thin QR = 2mn? —

‘n
SN

® This method is the backbone of several robust numerical libraries (LAPACK, Eigen, SciPy). For

production code, use LAPACK's DGEQRF—it handles edge cases and optimizes cache usage.
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Householder Transformation, Revisited

® Householder matrix or transformation 5
(Ll )C)Ll A
» H=1-2uu’, wcR" ||ul=1

» Hy+au) =y —au, Vy Ll span{u}, a eR
P VO#x e R", dJueR” s.t. Hx = ae;

x =+ ||x|2e1

where a = £||x u =
Illlz, = 1 zlenlk

» The Householder transformation reflects a vector x such
that only the first entry 1s nonzero.

= The vector u 1s called a Householder vector.

Q: How to implement this in practice? abbr. H transformation
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Practical Householder Method

v, 8 = Householder(x)

® Try to avoid cancellations and overflows .
if x==0

x + ||x||2e1

U = B =0; v = ej; return;
| £ ||z]2e1 |2
end
Given x € R"™. Find v € R", 8 € R, s.t. o= m?X|3?7:|;
H = I — Bvv” |is orthogonal and Hx = +||z||2e; T = /0]
p= [lz|2;
® Applying the Householder transformation if 1 <0
HA:(I—ﬂva)A:A—’va, w = AT v LS T
else
Rank-one update vy =1 + W
- : : : end
® There i1s no need to store a full matrix H; in practice, we
v=2a/v, v(l) =1;
can just store a vector and a scalar. B=1+|z1|/p;
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QR Decomposition via Givens

® Use Givens transforms

X

X
X
X

X

X
X
X

X
X
X
X

X
0
0
0

T
G3,4

-

<o X
<o X

0

S XX X
<ok X X
)oK X X

X

X
0
0
0

X
X
0

0

S O KX K
<K K K
<ok X XK

<o X

X

X
0
0

0

X
G{2 0
0
0

X X
X X
0 X
0 O

oo T e
<ok X X

/ / !/
Q = G34G23G1,2G3 4G4 3G3 4

® Givens rotations offer an alternative to Householder reflections for computing QR ~ 6m?n — 3mn?

® While less efficient for dense matrices, Givens excels in structured, sparse, and dynamic settings
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Givens Transformation, Revisited

® (Givens matrix or transformation

1

c = cos(P), s =sin(P), and ¢ € R

Q: How to implement this in practice?

Passive Rotation View:

' =2cos® + ysind

Geometrically, it represents a plane rotation,
and its objective is to annihilate a specific
entry in a vector with minimal changes to

other entries

abbr. G transformation
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Representing a Givens Matrix

® Givens transformation on a vector: ¢, s = Givens(z1, z2)
. lf (E2 P —
Given & € R™. Compute y = G; x(®) '« € R".
c=1, s=0;
CT; — STk, J =1 S
Y =1 ST;+cxy, jJ=Fk if |z2| > |21
xj, otherwise

T=—21/%2, s=1/4/1+72, c=8T;
c:a:i/\/a:?—i—x%, s = —xy/ wf-l-wi else

‘ Yk — T:_xZ/(Bl,Czl/\/l-{-TQ,s:c»r;

end
® Used when “surgical precision” is needed: end
= Updating the QR decomposition after minor modifications
» The matrix is sparse or has specific structure (e.g., upper Hessenberg)

= A small portion of the matrix needs to be zeroed out (e.g., in SVD)
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Reducing Cost of Givens Transformation

® Square-root is expensive

» Modern CPUs have dedicated hardware instructions (such as x86’s sqrtsd/sqrtss) to accelerate sqrt, the
calculation process often cannot be fully pipelined or requires multiple pipeline stages.

» For instructions like sqrtsd on Intel processors (Skylake architecture), the latency is between 13 to 19 cycles.

= Certain compilers offer fast approximate mathematical functions (such as -ffast-math), which may trade

accuracy for speed; you must be aware of their impact on accuracy and standard compliance.

® Making Givens transformations square-root-free : .
s MV 1 Using this idea,

we can represent
an orthonormal
matrix with M
and D!

MY M = diag(d;) =: D, d; >0 orthogonal columns

Q:= MD~'/? ‘ QTQ =1  orthonormal (column-wise)

® (: How to eliminate nonzeros in this setting?
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Fast Givens Transformation

® Square-root-free Givens transformations:

TS e

)

Bx1 + T2

T1 + axs

m) M DM, =

T #0 = a=-—x1/72, f=—ady/d Another form:

=: D1 We wish it to be diagonal

do + f%d1  diS + daa
dlﬁ + dgoz dl + d20(2

1l «
2(1+ 2 M =
MlTa::[ " am - —aﬁ_—(ﬂ) [5 1]
di
Such transformations are cheaper to
da(1 + ) 0 _ o
MTDM, = [ — D, is diagonal apply: Only need 2 multiplications
0 di(1+7) and 2 additions!

C.-S. Zhang, AMSS 3.65



Scaled Transformation for QR

® Define a new scaled transformation:
MIDM, =D, wmp J:=DY’MD;'? mmy JTj=1I
® The corresponding orthogonal transformation preserves the elimination of the second component:
JT(D™ %) = D1_1/2M1Ta: eliminates x
® Let Dy = I. Using a sequence of scaled transforms M, M,, ..., M; for QR:
(D 2MEDY2) - (D72 MI DY) A = Dy PME -+ MEMTA = R
Q =M Ms--- MLD;/Q

® The matrix Q is orthogonal because When applying such scaled
form, we don’t need to

Py=1, P,=P,_1M, ‘ P,;‘FPk. = M,?Dk_le = Dy, compute sqrt in each step!

® Maintain the transformation in a scaled form during elimination and only compute the actual rotation
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Making A Matrix Upper Hessenberg

Matrix Hessenbergization is a fundamental preprocessing technique that transforms a general square

matrix into an upper Hessenberg form through orthogonal similarity transformations. This creates an

almost triangular matrix that preserves the original matrix's eigenvalues.

<o) X

AGRan _

X X X
X X X |

X X X
H,AH,

X X X
H A(2:n,1) =

_X
X
0
0

) )X
)oK X X
)oK XX

S o X X

A//

S X X X
)oK X X
o T e
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Making A Matrix Bidiagonal

Matrix bidiagonalization is another crucial preprocessing technique that reduces a rectangular matrix to a

bidiagonal form through orthogonal transformations. This reduction is achieved through alternating

Householder reflections from the left and right, making it numerically stable and efficient.

A e R™*™ AHT Hy AHT Hy AHT HY HyH; AH{ Hy
X X X| X 0 0 X 0 0 X 0 0] X 0 0]
X X X X X X X X X X X 0 X X 0
X X X ‘ X X X ‘ 0 X X ‘ 0 X X ‘ 0 X X
X X X X X X 0 X X 0 X X 0 0 X
Remarks:
® This bidiagonalization algorithm is numerically stable by applying Householder transformations.
® [t is very useful in various methods, such as LSQR and SVD.

3.68
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Method of Minimal Iteration

® In 1950, Lanczos introduced a revolutionary approach for the eigenvalue problem:

Av = \v, where A € R™™ ™. Assume that A is symmetric for the moment. Louis Komzsik

THE LANCZOS METHOD
Evolution and Application

Given an initial guess vy # 0

v1 = Avg — apvg  residual for EV
: A 2 o« e . .
‘ Qg = argmin H Vo — Oé’UoHQ minimize residual
(8%

(vg, Avg) 'ng Vo
‘ g — = — 7

= orthogonal projection
(vo,vo) Vp Vo

® We immediately notice the following orthogonality condition:

(’Ul,’vo) = (A Vo — Oz()’Uo,’Uo> =0

Ref: Lanczos, Cornelius. "An iteration method for the solution of the eigenvalue problem of linear differential and
integral operators." Journal of research of the National Bureau of Standards 45.4 (1950): 255-282.
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Lanczos Method

® We then continue this procedure by minimizing residuals at each iteration:

Wl ‘ vy = Avy — ayvi(— Bovo e

It 1s NOT a good idea to forget Using the linear combination
the previous directions of the previous directions

‘ HA’Ul — V1 — 5’00”2 Avl,Avl)—Qa(vl,Av1)+a (’01,’01)

~ 28(vo, Av1) + (w0, v0) + 205 (B4c) )

orthogonality
v, Av vo, Av v1 + opvo) v v1|3
— o = nAv) g~ Wedvy) (it agve)ier _ sl o
(v1,v1) (vo,0) (vo, o) [voll3
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Orthogonality Conditions

® [t is easy to notice that the following orthogonality conditions:
(’Ug,’vl> = (A’Ul — &1’01,’01) =0
(v2,v0) = (Av1 — Bovo,vo) =0

® (Geometric interpretation:

S := span{vg,v1}

: A A
‘ Projs(Awv) (vo, vl)vo + (V1 vl)v1 = Povo + a1v1

(vo,v0) (v1,v1)

- v2:Av1—alfvl—BovozAvl—ProjS(Avl) 1S

- The updated residual is orthogonal to the previous residuals!
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Short Recurrence Property

® (): How about the next iteration?

vy = Avy — oo — prv1 — Yo Vo

‘ o = (’UO,A’UQ)

(vo,vo)

® [f we continue the procedure like this, we will need to save more and more vectors during iteration!

® [anczos noticed that only need to store the previous two iterations!
(Avy,v9) = (v1, Avg) = (v1,v1 + QVg) = (V1, V1)
(Avg,v1) = (v2, Av1) = (v2,v2 + a1v1 + Bovo) = (v2,v2)

(Avz,v0) = (v2, Avg) = (v2,v1 + apvg) =0 ‘ Yo =0 e

orthogonality
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Lanczos and Matrix Polynomials

® Denote the previously generated, unnormalized vectors as follows

z1 = AZ() — Q=20 — (A — Oé()I)ZO P1 (t) =1 — Qo po(t) =1

™~

2o = Az —a121 — Pozo = (A — a11)z1 — Bozo p2(t) = (t — a1)p1 — Bopo

z3 = Azy — agzg — 121 = (A — aal)zg — 121 p3(t) = (t — a2)p2 — Bipa

® To summarize, we have the matrix polynomial form of the Lanczos iteration:
Zn = Azn—l —Op—12n—1 — /Bn—2zn—2 — (A — O471—1[)'271—1 — 6n—2zn—2

‘ pn(t) — (t — an—l)pn—l(t) — 6n—2Pn—2(t) ‘ Zn = pn(A)zO

Azj1=2zj+ 121+ Bj2zj—2 B Av; =B, 2v; 1+ ;105 + /B 10

v1 =20/ 20ll2, vjs1:=2;/(zoll2/BoBr - Bj—1) (G >2)
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L.anczos Iteration

® From now on, we use normalized Lanczos vectors indexed from 1, and redefine the coefficients

Lanczos Algorithm:
Given Sy =0, vo =0, [lv1[]2 = 1;
for y =1,2,...
w; = Avj — B 1v;-1;
T

’lUj = ’lUj — Oéj’Uj;

B = llw;ll2;

if B; ==0, stop;

Vi1 = w;/Bj;
end

Avj = fj1vj-1 + ovj + Bv41
) AV;=V;T;+pv€]
Q: What happens if £, = 0?
AV, =V, Ty
A(Vinz) = Vi (T 2) Invariant Subspace

On the other hand, if no earlier breakdown occurs, v+, ..., v,
form an orthonormal basis of R"
Wn = A'vn — OpUp — Bn—l’vn—l

Bn =0
(wn,v;) =0, i=1,...,n
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Lucky Breakdown and Finite Termination

® Early breakdown is lucky

= [f B, = 0, it is not a failure; in this case, every eigenpair of T,,, yields an eigenpair of A.
= This is called a lucky breakdown, namely, the iteration terminates successfully.

= [f the desired eigenpairs have already been found, stop; otherwise, just restart with another unit vector

orthogonal to all previously generated Lanczos vectors.

® Finite termination (in exact arithmetic) a1 b1 ]
B1 as B
AVy=VoTp, Bo=0 mHy VIAV,=T,= Bo
Bn—l
_ Brn—1 Qn

If no earlier breakdown occurs, the procedure finishes at step n
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Approximating Eigenpairs

® Before termination, the Lanczos relation gives

AV, = Vi Trn + Bn¥mi1€5,,  €m € R™ ‘ Tmy; =0:y;,  lyill2 =1

. . Ritz value: Eigenvalues of Ty,
® (Construct an approximate eigenvector

u; = Viny;, luill2 =1

ri = Au; — 0;u; = Brvmii(ehy;) W |7ill2 = Bmlyiml

® A real symmetric matrix has an orthonormal eigenbasis. Hence we have

n n
Ag; = Ajq;,  ui = chqj —> > lel? =
. P

L — . — <
ri=(A—6;1)u ch 6)a;, wmp n 16— Al <l
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Lanczos and Characteristic Polynomial

T, =V, AV, A—a1  —B 7
l —p1 A—az —f2
det(M — A) = det(\] — T,)) mmp A, — 2
_Bn—l
l - _Bn—l )\ — Oy,
)\In—Q — Tn—2 0 ]
Pn(A) = (N — ay)det( N — T,—1) + Br_1det(M,_1) M, {:= i
—bPn—2€n_9 _Bn—l_

17 pl(t) :t_al

Pr(A) = (A — an)pr-1(A) — 5727,—1pn—2()\)

In exact arithmetic, if no breakdown occurs
before step n of the Lanczos method, then p,,

1s the characteristic polynomial of A.
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Extension to Nonsymmetric Matrices

® For a nonsymmetric matrix, consider the right and left eigenvalue problems:
Awk :)\kwk, y,{A:)\ky;‘f (k: 1,2,...,71,)

® For nonsymmetric problems, we can replace the previous single orthonormal Lanczos basis with two

biorthogonal bases generated using A and AT, respectively.

® Initialization

V1 <

Jv1]|2’ wi vy’

® Construct two sets of vectors {v;} and {w;}, that satisfy the bi-orthogonality condition

'w;fpvj:&;j, 1SZ,j§m
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Lanczos Method for Nonsymmetric Matrices

® General Lanczos method

for (j =1:n) Assuming no breakdown occurs before step n,

= L o C :
aj = wj Avj; prove using induction:
p; = Av; — ov; — Bj_10;51;

- _
q; = Al wj — ayw; — yj_1wj_1; 1 A

T, .
(szquja WTAV . Y1 Q9
if 0; == 0, stop; " " " . . B

. . n_l

Vi =/ 105]; i Yn—1  Qn |
Bi = 0/
U1 = Pj/%; Exercise!
Wit = Qj/Bﬁ

end
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Historic Comments on Lanczos Methods

® 1950: The Lanczos iteration was published. Cornelius Lanczos was looking for a way to find the
eigenvalues of large matrices (instead of thinking about solving linear systems) by reducing them to a
tridiagonal form. This laid the groundwork for modern Krylov subspace methods.

® 1952: Magnus Hestenes and Eduard Stiefel published their landmark paper, “Methods of Conjugate
Gradients for Solving Linear Systems.” They were looking for an iterative way to solve systems of
linear equations that would converge in at most n steps in exact arithmetic; see Chapter 7.

® Even though invented in the early 1950s, both methods were largely ignored for 20 years.
» Lanczos suffered because, in finite-precision arithmetic, the vectors lost orthogonality quickly, making it

seem ‘“‘unstable”.

= CG initially attracted limited practical interest, because too much emphasis was placed on finite-termination.

Interest revived when using it as an iterative method for large sparse SPD systems.
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